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Abstract. Manually analysing and evaluating writing can be a time consuming, difficult, subjective and 
sometimes error-prone task. Latent Semantic Analysis (LSA) provides a new technique for performing a 
variety of useful semantic analyses. LSA serves both as an approximate psychological theory of aspects of 
human word and passage meaning and as a practical tool for research and applications. It can evaluate the 
conceptual content of writing, including, the kind, quality and quantity of semantic information expressed 
and the conceptual coherence of arguments presented. In this chapter we provide an overview of LSA and 
then discuss four techniques for performing automatic analysis of the content of written information using 
LSA, both from the standpoint of teaching expository writing and from the standpoint of its analysis. 
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1. INTRODUCTION 

Manually analysing and evaluating writing can be a time consuming, difficult, subjec
tive and sometimes error-prone task. Although technology would seem to have the 
potential to automate writing analysis, few fully automatic techniques have been de
veloped. Most have relied on non-semantic characteristics such as parts of speech, 
spelling, punctuation or literal word and word overlap counts. Typical rule-based or 
word matching systems can provide feedback about the frequency and distribution of 
countable features, but they do not address well the most important aspect of writing, 
its conceptual content, that is, the kind, quality and quantity of semantic information 
expressed or the conceptual coherence of arguments presented, nor do they provide 
complementary automated procedures for evaluating effects on readers. 

Latent Semantic Analysis (LSA) (Landauer & Dumais, 1997; Landauer, Foltz, & 
Laham, 1998) provides a new technique for performing a variety of useful semantic 
analyses. LSA serves both as an approximate psychological theory of aspects of hu
man word and passage meaning and as a practical tool for research and applications. 
In this chapter we provide an overview of LSA and then discuss four techniques for 
analysing the content of written information using LSA, both from the standpoint of 
teaching expository writing and from the standpoint of its analysis. 

P. W. Foltz & T. K. Landauer (2001). Potential applications oflatent semantic analysis to writ
ing analysis. In O. Rijlaarsdam (Series ed.) & T. Olive & C. M. Levy (Vol. eds.), Studies in 
Writing: Volume 10: Contemporary Tools and Techniques for Studying Writing, 131-144. 
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2. OVERVIEW OF LATENT SEMANTIC ANALYSIS 

2.1. What is Latent Semantic Analysis? 

Latent Semantic Analysis is a fully automatic mathematicaVstatistical technique for 
extracting and inferring relations among the meanings of words and passages of dis
course. It is not a traditional natural language processing or artificial intelligence pro
gram; it uses no humanly constructed dictionaries, knowledge bases, semantic net
works, grammars, syntactic parsers, morphologies, or the like, and takes as its input 
only raw text parsed into words defined as unique character strings and separated into 
meaningful passages or samples, such as sentences or paragraphs. 

The problem faced by a natural language learner can be represented as follows. 
The meaning conveyed by a spoken or printed passage must be a function of the 
meaning of the words it contains, and the meaning of a word must be a function of the 
meanings of the contexts (e.g. paragraphs) in which it has occurred. Thus, the natural 
language learner is presented with equations of the form 

m(psgj) = !(m(wdil), ... , m(wdin), m[XJJ (1) 

where m(psg), m(wd), m[X] are the meanings of passages, words, and accompanying 
non-linguistic context. To induce the meaning of words and passages, the language 
learner, whether human or machine, must solve a very large set of such equations. To 
make a solution feasible, LSA makes strong simplifying assumptions. It uses only text 
as input, and assumes that the meaning of a passage is a just the sum of the meaning 
of its words, i.e. 

m(psgj) = m(wdiJ) +, ... ,+ m(wdin) (2) 

These simplifications obviously make the model far from complete as a theory of 
language, most importantly because merely adding words ignores their order, so that 
syntactic and grammatical functions that depend on word order are ignored. However, 
LSA's empirical successes in simulating language phenomena, as reviewed below, 
show that this first order approximation to word and passage meaning is surprisingly 
good. Indeed, we have found it to be so effective in emulating human meaning of text 
that we believe the traditionally dominant emphasis of linguistic analysis on syntax 
and grammar may be misplaced. 

The mathematics of LSA. LSA solves such systems of equations by Singular Value 
Decomposition (SVD), a powerful matrix algebra technique used widely in engineer
ing and science. Here, for those who wish to know, is a sketch of the mathematical 
procedure. LSA starts with a large collection of representative text, divides it into 
meaningful passages such as paragraphs, and forms these into a matrix, Awxp. of 
unique word types, W, by passages, p. The initial cell values are given by a transform 
of the frequencies of word types in passages that is related to the mammalian learning 
function giving the likelihood of a particular response occurring in a given context 
(Rescoda & Wagner, 1972). The matrix Awxp is then decomposed by SVD (Eckart & 
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Young, 1936; Berry, 1992), into the linear product of three matrices, Awxp = 

TwxnSnxn(ppx,l. This yields a representation in which the value of any word or para
graph is a vector of coefficients on a large number of orthogonal basis vectors, or di
mensions, n. Typically, retaining only the largest 100-500 dimensions produces the 
best results in simulating semantic phenomena, presumably because fewer dimensions 
cannot capture all the underlying components of word meaning that are reflected in 
the way words are used in context, and more dimensions reflect unique or unrepresen
tative differences in usage or differences that do not affect meaning, such as unsys
tematic alternation between synonyms. The solution defines a continuous value for 
the relation of every word to every other word, including the >98% of word-word 
pairs never used in the same paragraph of a 12M word corpus, thus going far beyond 
the pair-wise co-occurrence counts that appear to have been assumed in some argu
ments against the possibility of a machine learning to understand human language 
(e.g. Chomsky, 1957, 1965). 

The measure used to represent the similarity between two words is one that esti
mates the degree to which a passage would have the same meaning if one word were 
substituted for the other. The cosine of the angle between two words in the high di
mensional space gives the best empirical results. Similarities between passages, and 
between passages and words are measured analogously. The vector for a new passage 
is computed, as in equation 2, by the sum of the vectors of the words in it. 

Additional technical details may be found in Berry (1992), Berry, Dumais, and 
O'Brien (1995), Deerwester, Dumais, Furnas, Landauer, and Harshman (1990), Lan
dauer and Dumais (1997), Landauer, Foltz, and Laham (1998). 

2.2. Some demonstrations and tests ofLSA 's performance 

LSA has been compared with human language and knowledge in many ways. For 
some initial intuitive grasp, here are some qualitative examples of relations between 
words and passages as derived by LSA. When trained on a large representative corpus 
of English, LSA infers appropriate degrees of relations between synonyms (e. g. tiny
small cos = .54), antonyms (left-right, .72), singulars and plural forms of nouns 
(house-houses, .54; child-children, .62) and present and past tenses of verbs (talk
talked, .67; run-ran, .57) whether regular or irregular, and various other related forms 
(think-thinking. -.67; quick-quickly, .62; thankful-thankless, .22; birdcage-bird, .13; 
birdcage-cage, .23). Cosine measures of similarity for such pairs range from about 
three to twenty-five standard deviations above that for randomly chosen words, i.e. 
they are highly significant. Similarities between passages are also fairly well repre
sented when of moderate lengths - from around 50 to 500 words - and complexityl. 
Recall from equation 2 that a passage is represented as the sum of its word vectors 
(e.g. [1042 ... ] + [2031. .. ] = [3073...]. 

Here is an example. 

J The actual computation is somewhat more complex. weighting words by their communicative 
importance. See Deerwester et al. (J 990) for technical details. 
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Text 1 

Text 2 

Text 3 
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Fearing that her pony might have strayed into a neighbour's pasture, 
Sarah went in search of it. After half an hour of fruitless looking in 
nearby pastures, she began to worry that the animal had been stolen by a 
band of thieves or hit by lightening. Then she thought, 'Maybe the kid 
next door has borrowed her again without asking.' 

At fIrst Tom was afraid that his horse had wandered into the next fIeld. 
After failing to locate it in thirty minutes of searching, he imagined the 
delinquent child from the next farm had taken it once more - or a theft by 
rustlers, or maybe a highway accident. 

There were deep motorcycle tracks and skid marks in the driveway, the 
gate was hanging from one hinge, in the garage signs of a struggle, a 
heavy wrench on the floor, and a trail of blood led .. .'Oh my God', to a 
mangled body. 

Between the intuitively similar story pairs (Text 1 and 2) the cosine is .32, between 
unrelated pairs only .08 and .14, a difference of about two standard deviations2• Note 
that there is very little overlap in literal word forms between the stories, and remem
ber that no human input has been used to lemmatise or classify words by part-of
speech, or in any other way relate them. 

In controlled quantitative tests, LSA has yielded good simulations of human ver
bal meaning across a wide spectrum of verbal phenomena and test applications: (1) In 
text-retrieval applications, LSA's knowledge of word-word similarities produces sig
nifIcant improvements in query-to-document matching (Dumais, 1994). (2) LSA cor
rectly mimics human judgments of word-word semantic relations and category mem
bership and accurately simulates hierarchical clusterings based on human pair-wise 
semantic similarity ratings (Landauer, Foltz, & Laham, 1998; Laham, 20(0). (3) LSA 
accurately measures the conceptual coherence of text and resulting comprehensibility 
(Foltz, !Gntsch, & Landauer, 1998). (4) It correctly predicts word-word and passage
word priming of word recognition in psycholinguistic experiments (Landauer & Du
mais, 1997). (5) It accurately matches the conceptual content of student essays to the 
textbook sections from which the knowledge was gained (Foltz, 1996; Landauer, 
Foltz, & Laham, 1998; Landauer & Psotka, 2000). (6) It optimally matches instruc
tional texts to a learner's prior knowledge as displayed in an essay (Wolfe, et al., 
1998). (8) It represents word ambiguity and polysemy, the apparent expression of two 
or more distinct senses or meanings by the same word in different contexts. It also 
offers a new interpretation of ambiguity in which words are not disambiguated by 
context; rather combining words produces a merged total meaning that is usually un
ambiguous. (9) LSA provides signifIcant improvement for language modelling in 

2 The population of random stories that would be required to establish chance variability is 
impossible to define quantitatively, so these values are only rough descriptions. 
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automatic speech recognition (e.g. Belagarda, 1999). (10) It can effectively match 
textual descriptions of disparate sorts, for example personnel work histories to discur
sive job and task descriptions (Laham, Bennett, & Landauer, 2000). (11) It can esti
mate the conceptual overlap among large numbers of training courses on the basis of 
the text of their multiple-choice certification exams (Laham, et al. 2000). (12) It accu
rately simulates the phenomenal rate of growth of human vocabulary during K-12 
school years (Landauer & Dumais, 1997). 

All this is not to imply that LSA always produces intuitively or quantitatively cor
rect representations of meaning. For example, similarities and differences in short 
phrases are often not well represented. Nor are differences that depend strongly on 
word order, such those between metaphors such as 'My surgeon is a butcher' and 'My 
butcher is a surgeon,' or where predication is especially important, as in 'The hunter 
killed the bear' vs. 'The bear killed the hunter.' Kintsch (1998) has shown that LSA 
can be extended to capture some such phenomena, but so far human help has been 
required to specify subject and object, and additional computation is needed to re
solve their mutual constraints in meaning. In addition, certain phenomena that might 
appear to be good targets for LSA simulation, notably free-association norms, have 
not succumbed (in this case, possibly because the disambiguating context is only im
plicit in the subject's mind). Moreover, LSA analyses are statistical and subject to 
random error, as well as unexpected behaviour due to the crudeness of its approxima
tions. Researchers who wish to use LSA for writing analysis need to be mindful of 
these limitations and subtleties, and apply it judiciously and with some ingenuity. 

To better exhibit the kinds of writing analysis of which LSA is capable, we next 
we elaborate in more detail on a few of these quantitative tests. 

2.3. LSA' s knowledge of word meanings: Multiple-choice vocabulary and domain 
knowledge tests 

In these evaluations, LSA was first trained on text corpora intended to be representa
tive in size and content of the text from which humans gained most of the semantic 
knowledge to be simulated. In one set of tests, LSA was trained on 5-11 million 
words of text sampled from either a high-school level encyclopaedia, the Associated 
Press newswire, or the T ASA3 systematic sampling of text read by American school
children, then tested on multiple choice items from the Educational Testing Service 
Test of English as a Foreign Language (TOEFL) (Landauer & Dumais, 1997; Lan
dauer, Foltz, & Laham, 1998.). These test questions present a target word or short 
phrase and ask the student to choose the one of four alternative words or phrases that 
is most similar in meaning. LSA's answer was determined by computing the cosine 
between the derived vector for the question word or phrase and that for each of the 
alternatives and choosing the largest. LSA was correct on 64% of the 80 items, identi
cal to the average of a large sample of students from non-English speaking countries 
that had applied for admission to U.S. colleges. When in error, LSA's choices showed 
the same pattern as students'. 

3 We thank Touchtone Applied Science, who developed this corpus as the basis of their Educa
tor's Word Frequency Guide, for sharing it with us at considerable effort. 
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In a second set of tests, LSA was trained on a popular introductory psychology 
textbook and tested with the same four-alternative multiple choice tests used on final 
exams for students in two large classes (Landauer, Foltz, & Laham, 1998). In these 
experiments, LSA's score was about 60% - slightly lower than class averages but 
well above passing level and far above the guessing probability of .25. Its errors again 
closely resembled those of students. LSA generally had most difficulty with the same 
kinds of items that college students do. 

2.4. Passage meaning similarity: Essay tests 

In these tests, students wrote 50-500 word essays to answer a posed question. In vari
ous experiments, the topics included anatomy and function of the heart, basic phe
nomena in neuroscience, neuropsychology, the experimental psychology of learning 
and development, the history of the Panama Canal and of the great depression, a dis
cussion of diversity in America, evaluation of a proposed advertising campaign, and 
open-ended narrative stories constrained only by a scene-setting sentence fragment. 
Each essay was represented as the average of the vectors for the words it contained. 
Cosines were computed between each unscored student essay and every essay in a set 
of fifty or more previously scored by experts. A small set of the most similar previ
ously scored essays was identified, and the unscored essay assigned a score based on 
the scores of those weighted by their similarity (see Landauer, Laham, & Foltz, 2000, 
or at http://LSA.colorado.EDU for psychometric detail and discussion). Two or more 
human experts independently rated the overall quality of the essays that were scored 
by LSA in this way. 

Overall the LSA-based measure correlated as highly with single human scores as 
one human score correlated with another. On over 15 topics and a total of over 3,200 
individual student essays, the LSA scores were correlated .81 with an average human 
expert, while two independent human expert scores were correlated .83. Thus there 
was very little difference between the reliability of the LSA-based evaluation, based 
on its simulation of human passage meaning similarities, and that of human judges. 
Indeed, the larger the number and variety of essay grades there were to mimic, the 
larger the number of expert humans graders for each essay, and the better they agreed 
with each other, the better LSA simulated the humans. Thus, LSA and human scores 
in these applications must reflect very nearly the same qualities and quantities. In the 
heart topic case, each student had also taken a short answer test with near perfect hu
man scoring agreement on the same material. Its correlation with the LSA essay score 
was .81, that between expert human essay scores and the objective test only .74. 

3. APPLICATIONS OF LSA TO WRITING ANALYSIS 

Relatively little work has been done applying LSA to the typical problems of writing 
analysis, and we believe that its potential is far greater than its accomplishments to 
date. We think workers in this field will soon find many ingenious ways to use its 
powers. Kintsch's application of LSA word-word and passage similarities for model
ling literary devices such as metaphor is just one harbinger of what we hope will 
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come (Kintsch, 2000). However, there have already been a small handful of relevant 
applications of sufficient interest to present as possible stimuli for other ideas. 

3.1. Sources and gaps in conveyed knowledge 

In the process of writing and revision, students often focus on the task of improving 
the quality of the writing as such while not improving the quantity or quality of con
ceptual information expressed. In addition, students are often unaware of what addi
tional information should be expressed in their expository essays. LSA can be used 
not only to provide overall scores of essays, but to analyse what individual pieces of 
information are missing. This analysis can be used to inform students where to look 
for additional information in their texts or notes, or to get them to think more com
pletely about the missing concepts before writing revisions. It could also be used by 
researchers to study what characteristics of writing lead to notice and absorption of its 
content by readers. 

At an abstract level, one can distinguish three properties of expository writing that 
are desirable to assess: The correctness and completeness of its contained conceptual 
knowledge, the soundness of arguments that it presents in discussion of issues, and 
the fluency, elegance, and comprehensibility of its writing. Evaluation of superficial 
mechanical and syntactical features is fairly easy to separate from other factors, but 
the rest - content, argument, comprehensibility, and aesthetic style - are likely to be 
difficult to pull apart because each influences the other, if only because each depends 
on the choice of words. 

3.2. Experiences in the classroom: Content analysis, grading, and tutorial feedback 

Over the past two years, the Intelligent Essay Assessor has been used in a course in 
Psycholinguistics at New Mexico State University. Designed as a web-based applica
tion, it permits students to submit essays on a particular topic from their web brows
ers. Within about 20 s, students receive feedback with an estimated grade for their 
essay and a set of questions and statements of additional subtopics that are missing 
from their essays. Students can revise their essays immediately and resubmit. A dem
onstration is currently available at: http://psych.nmsu.edulessay. 

To create this system, LSA was trained on portions (four chapters) of the psycho
linguistics textbook used in the class. The holistic grading method was used to pro
vide an overall grade for any essay. The average correlation among the three human 
graders was .73 while the average of the individual correlation of LSA's holistic 
grade to a human grader was .80. To identify missing information, every individual 
sentence in an essay was compared against the sentences in the textbook that con
veyed information on a desired subtopic. If no essay sentence was found that matched 
a particular subtopic, it was concluded that the student's process of acquiring and 
transmitting that information was faulty; the information was either missed, not di
gested, or not expressed. The same kind of analysis could easily be used to study what 
variants in expression in text - perhaps best experimentally manipulated - would 
cause a reader to miss or inadequately understand or remember its content. 
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In the educational experiment, students were permitted to use the system inde
pendently to write their essays and were encouraged to revise and resubmit as many 
times as they wanted until they were satisfied with their grades. The average grade for 
the students' first essays was 85 (out of 100). By the last revision, the average grade 
was 92. Students' essays improved from revision to revision, with the improvements 
in scores ranging from 0 to 33 points over an average of 3 revisions (Foltz, Gilliam, & 
Kendall, 2000). 

In both undergraduate and middle school trials, students and teachers have en
joyed and valued using the system. All but one of the students said they would defi
nitely or probably use such a system if it were available for their other classes. Over
all, the results show that the LSA-based system is successful at helping students im
prove the quality of their essays through targeted feedback. It follows that the inverse 
process of using reader's success as measured by LSA to analyse the effectiveness of 
text should also succeed. 

3.3. Teaching summarization skills 

In one series of field experiments in an elementary school setting, a variant of the 
LSA-based essay scoring technique was used as an intelligent tutor for twelve-year 
old students learning to write short summaries of substantive articles (E. Kintsch, 
Steinhart, Stahl, Matthews, Lamb, & the LSA Research Group, 2000). Summary writ
ing is widely believed to be an effective learning activity for both reading and writing 
skills. It forces students to read for understanding so that they can then select, capture 
and rephrase the important ideas and facts in their own words. The need to be succinct 
imposes a requirement for carefully considered wording and structure. The opportu
nity for repeated private revision afforded by the system gave students greatly ex
panded practice in this important aspect of the writing art. 

In the experimental trial, students read two and a half to three page articles about a 
variety of topics, ranging from heart function to alternative energy sources and an
cient American civilizations. After reading an article, the students entered a 200-300 
word essay into the computer system. The system displayed the current length of the 
summary, indicated irrelevant, extraneous, and redundant sentences, marked misspell
ings, told the writer how well the information in each subsection of the reading had 
been covered in the summary, and gave an overall quality score. 

Students revised their summaries until satisfied with them, then turned them in to 
the teacher. In the most recent experiment, students either used the full system or a 
minimal counterpart text-editor that showed length but none of the other feedback 
variables. Blind scores on content and style quality variables were made independ
ently by two teachers. Students who used the system wrote significantly better (by 
greater than one standard deviation) summaries both in content and style than did 
those using the plain text-editor version. And not only did they write better summaries 
while using the system as an aid, when switched to the minimal system after a week, 
they wrote better essays without tutorial help. In addition, when using the system, 
students voluntarily (and by their report, happily) spent more than twice as much time 
writing. 



LATENT SEMANTIC ANALYSIS 139 

Again, we point out that the results of this study can be inverted to show the prom
ise of the method for studying effects of text characteristics. The fact that the feed
back was effective in producing better quality of summaries, ones that were at once 
shorter, conveyed more information, and were judged better written, suggests strongly 
that LSA's ability to identify extraneous and redundant sentences was reasonably 
accurate. One can easily imagine useful applications in the analysis of other kinds of 
writing. 

3.4. Determining the influence of texts on writers 

The process of writing often involves integrating prior knowledge acquired from texts 
and then expressing that knowledge in new writing. However, it is not easy to deter
mine where a writer has acquired knowledge or how well that knowledge has been 
integrated into written expression. LSA provides an automatic computational tech
nique for determining how readers are influenced by the texts they have read through 
an analysis of the content of sources and essays. By comparing sentences in student 
essays to the original texts presumably read by the students, LSA is able to determine 
where in the source texts the readers have acquired their knowledge and what pieces 
of information are having the greatest influence on the written output. In one study 
(Foltz, 1996), students read 24 short texts on the history of the Panama Canal and 
then wrote an essay on the topic. LSA was able to determine which texts where hav
ing the greatest influence on the content almost as accurately as human judges. In 
another study, LSA was able to accurately predict which texts students had and had 
not read (Foltz, Britt, & Perfetti, 1996). The results indicate that LSA can be used for 
assessing what knowledge was acquired from texts, and, therefore, also for measuring 
the amount of influence different texts have on a reader's writing. 

3.5. Text coherence and segmentation 

LSA-based techniques have also been developed to estimate the conceptual coherence 
of texts. Kintsch and his colleagues (e.g., van Dijk & Kintsch, 1983; Kintsch & Vi
pond, 1979) have developed methods for representing text in a propositional language 
and have used it to analyse the coherence of discourse. They have shown that the 
comprehension of text depends heavily on its coherence, as measured by the overlap 
between the arguments in propositions (Kintsch & Vipond, 1979; McNamara, 
Kintsch, Songer, & Kintsch, 1996). However, in order to perform such an analysis, a 
text must ftrst be propositionalized by hand. This process can be very time consum
ing, often limiting the size of texts analysed. 

By computing the cosine between one sentence (or larger text unit) and the fol
lowing one, LSA can automatically estimate their degree of semantic relatedness. The 
cosines for all adjoining text units can be averaged in order to derive an overall meas
ure of coherence for a text. This approach is similar to a propositional analysis in that 
it measures conceptual similarity between adjoining sections of text. The concept of 
coherence derived by LSA captures primarily referential coherence, the overlap of 
related concepts between text units. While LSA does not measure all of the additional 
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features found in coherence, for example, syntactic and temporal markers, it still 
manages to successfully measure the flow of semantic content across a text. As illus
trated below, this approach can provide accurate measures of text comprehensibility, 
readability and indications of places where coherence breaks down in a text. 

In analyses of a series of texts that systematically varied the coherence of the 
texts, Foltz (1996) and Foltz, Kintsch, and Landauer (1998) found that the LSA 
measure of coherence texts predicted their comprehension by readers very well (r = 
.93). In addition, they found that applying this analysis to different textbooks could 
provide indications of the difficulty of the textbooks. For example, textbooks that 
professors thought were more difficult tended to have lower overall coherence. 
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Figure 1. Log cosine as afunction of log distance between paragraphs in two textbooks. 

Figure 1 shows the coherence between one paragraph and another as a function of 
their number of intervening paragraphs in two introductory psychology textbooks, 
one generally considered more difficult than the other. In both cases there is a re
markable regular function with the semantic similarity of paragraphs falling off expo
nentially as a function of their distance. We think this can be interpreted as very close 
attention to introducing concepts in an orderly fashion, It would be interesting to 
compare a wider variety of texts with same and different authors, same and different 
genres, eras, formats, etc. using this metric. 
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Figure 2. Coherence between each section of text to the next in a large book. 

The general approach of using LSA for computing textual coherence also permits 
more detailed examination of conceptual coherence; for example, detection of places 
in a text where coherence breaks down because the author has purposely changed 
topics or SUbtopics, voice or diction, written poorly or oddly, etc. Two examples of 
such analyses are given in Figures 2 and 3. Figure 2 illustrates how the method can 
reveal erratic changes in topic between short sections of text across a very large book 
by computing the similarity of each section to the next. Figure 3 zooms in on the first 
130 sections of the book. The arrows on the figure indicate the places in the text that 
represent breaks between chapters. Note that the how it can show systematicity of 
changes between chapters as one might expect. At the end of chapters there tends to 
be a general drop in coherence between one chapter and the next. With more devel
opment, such methods might also be used to characterize and assess more global or
ganizational issues such as the optimal order for introducing ideas or sequencing sec
tions or chapters. 
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Figure 3. Coherence between sections o/text with breaks between chapters indicated with ar
rows. 

Computing coherence by LSA can be applied to a wide variety of problems beyond 
those tasks for which it has so far been employed. For example, it could be used as a 
research tool for comparing genres, authors, historical periods, languages, writing 
styles, effects of context, settings, experimental instructions, or discourse variables. 

3.6. Content analysis 

LSA has not yet, to our knowledge been applied to content analysis of the traditional 
sort. However its success in retrieving documents on a particular topic whether or not 
they share identical word types suggests that it could be quite useful. If, for example, 
a researcher wanted to know how often the concept of love was used in writings of 
different authors, eras, or genres, LSA could be put to work in several ways. A crude 
way would be simply to compute the cosine between the word 'love' in each para
graph of the work and average. This would tend to give paragraphs actually contain
ing the word relatively high cosines (although others could sometimes be higher), but 
more importantly it would also estimate the amount of love related conceptual content 
in all the paragraphs not containing 'love'. A more sophisticated procedure would be 
to frrst find a small set of paragraphs that are intuitively highly devoted to love, then 
use each such paragraph as a whole query to match against all the others, and average 
over all the comparisons. 
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4. TECHNICAL CONSIDERATIONS FOR USING LSA 

A web site is available (http://lsa.colorado.edu) on which investigators can enter 
words or passages and obtain LSA-based word or passage vectors, similarities be
tween words and words, words and passages, and passages and passages, and do a 
few other related operations. The site offers results based on several different training 
corpora, including ones based on an encyclopaedia, a grade and topic partitioned col
lection of schoolchild reading, newspaper and other text in several languages, intro
ductory psychology textbooks, and a small domain-specific corpus of text about the 
heart. 

To carry out LSA research based on their own training corpora, investigators will 
need to consult the more detailed sources, (see Berry, 1992; Landauer & Dumais, 
1997; Landauer, Foltz, & Laham, 1998). The hardware to perform LSA research typi
cally requires a UNIX-based system with large amounts of memory. For example, 
analyses on large corpora, such as encyclopaedia are typically run on computers with 
at least 1 GB of RAM. As of this writing, research licenses for code for using LSA 
may be obtained from Telcordia Technologies and additional code for performing 
sparse matrix SVDs and parsing texts and files into matrices and vectors may be ob
tained from Mike Berry's University of Tennessee web set (www.cs.utk.edul-lsil). 

5. CONCLUSIONS 

We have found the LSA technique quite accurate both in focused research investiga
tions of its validity in simulating human judgments and behaviour with respect to the 
meaning of words and text, and for a variety of applications. The latter fall into two 
main classes, practical methods for writing and content education, and current and 
potential tools for research on writing. 

5.1. Educational applications 

Educational applications include scoring essays, providing feedback to writers on the 
quality of content, and mapping the source of knowledge to original texts. For scoring 
essays, at a minimal level, LSA can be used as a consistency checker, in which the 
teacher scores the essays and then LSA re-grades them and indicates discrepancies. 
Because the technique is not influenced by fatigue, deadlines, or biases, it can provide 
a consistent and objective view of the quality of the essays. The technique can further 
be used in large scale standardized testing or large classes, by either providing consis
tency checks or serving as an automatic grader. The importance of these capabilities 
for the teaching of writing lies in the opportunity to give students much more evalu
ated practice. 

At a more interactive level, LSA can help students learn both to write better ex
pository text and to learn content better. LSA can be integrated with other software 
tools for education. For example, in most software for distance education, tools for 
administering writing assignments are often neglected in favour of tools for creating 
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and grading multiple-choice exams. Incorporating LSA permits writing to be a more 
central focus in online education. For example, in web-based training systems, LSA 
can be incorporated as an additional module to permit many more writing assign
ments and practice opportunities. Textbook supplements can similarly use LSA to 
enhance automated study guides. At the end of chapters, students can be asked to 
write essay questions addressing topics covered in the chapter. Based on an analysis 
of their essays, the software can suggest sections of the textbook that the students 
need to review before they take their exams. An application of this approach that we 
view as especially useful is practice in writing summaries. In experiments with 
twelve-year-old students, the LSA-based automatic practice had significant positive 
effects on their writing abilities. 

5.2. Research tools 

We believe that there are many potentially useful applications of LSA in research on 
writing. For example, many kinds of analysis that have employed propositional cod
ing to capture meaning relations can now be done more easily and extensively. 
Changes in topic and theme could be automatically tracked, redundancy and irrele
vance could be automatically detected and measured, and semantic structures of both 
small and large texts could be objectively mapped. Content analyses could be per
formed at concept level instead of by word matching. Indeed, we think the opportuni
ties have only been scratched, and hope that readers of this monograph will find new 
fruitful uses. 
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